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How Kubernetes and Cloud Native is 
Driving Digital Transformation

In this eBook we will demystify cloud native and Kubernetes -- the risks, challenges, and paradigm 
shifts required within the business and IT. It is dedicated to business leaders who engage with IT 
leaders in strategic discussions about digital transformation initiatives but haven’t landed on a 
cohesive technical solution that solves their business needs yet. 

The technology and urgency to digitally transform the business is still new and many business 
leaders find themselves involved in discussions that require an understanding of the core 
technologies fueling this transformation and its business implications. Similarly, technologists are 
increasingly asked to help their business counterparts catch up with the cloud native trend.

This eBook provides much needed context for better decision making for all involved.
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How Digital Transformation, DevOps, Cloud 
Native, Kubernetes, and Containers Tie Together1
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Let’s first put the terminology we’ll be discussing throughout this 
eBook into context. While you may have heard of each of these  
terms, it may not be immediately clear how they relate. If you are 
familiar with all this, feel free to jump to what’s new to you.

1.1.  The cloud native stack with containers and  
   Kubernetes at its core

The cloud native stack, also referred to as the new stack, is the new counterpart 

of cloud-hosted services and is an approach used to build and run applications. 

Similar to cloud managed services, cloud native technologies provide services 

like storage, messaging, service discovery, and more. Unlike cloud managed 

services, they are infrastructure-independent, configurable, and, in some cases, 

more secure. 

These technologies simplify the setup, configuration and management of 

(Kubernetes) clusters in a more robust, production-like way while abstracting 

all the complexity away from the user. The term cloud native can be a little 

misleading. While developed for the cloud, they are not cloud-bound. In fact, we 

are increasingly seeing enterprises deploying these technologies on-premise.

Cloud native technologies are used to develop so-called cloud native 

applications. These are containerized, dynamically orchestrated (typically 

through Kubernetes), and microservices-oriented. Hence, by definition, 

containers and Kubernetes – the de facto standard container orchestrator – 

are at the core of the cloud native stack. However, they are only two pieces of 

the puzzle, running applications with the new stack requires a lot more than 

containers and Kubernetes – it requires a cloud native ecosystem. 
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Before we move on, let’s define each of the above-mentioned cloud native 

application characteristics:  

Containerized
Similar to virtual machines (VMs), containers isolate application components 

protecting them from crashing co-located processes. Unlike  VMs, containers do 

not require a guest operating system, which means they are more lightweight. 

As a result, you can place a lot more containers on a single machine than VMs. 

Containers are also portable and can be moved between environments (for 

example, from on-prem to AWS or Azure or between all of them) providing users 

with a lot more flexibility.

Dynamically orchestrated by Kubernetes
Kubernetes is the de facto standard container orchestrator, adopted by all major 

cloud providers. If a legacy app with hundreds of VMs migrates to containerized 

microservices (see below), it may now be composed of thousands of containers. 

Managing each of these containers in a manual fashion is impossible.  Which 

is where Kubernetes comes in. Kubernetes automates cumbersome manual 

work, allowing you to scale your containerized applications. Kubernetes ensures 

the right number of containers are up and running and, if a deviation occurs, 

intervenes to fix it. 

Microservices-oriented
As container adoption has grown, microservices have started to proliferate. 

Microservices are applications that have been broken down into small 

components. Each micro-component is called a service — hence the term 

microservices. 

There is quite a bit of buzz around microservices and there is a good reason for 

it. Not only can they increase the speed of innovation by allowing developers 

to push out updates or new features quickly ( just look at the frequency your 

iPhone’s apps are updated), they also bring scaling to a new level. Unlike 

monolithic applications, which can only be scaled up by replicating the entire 

application in VMs or containers, microservices are replicated individually, 

consuming a lot fewer resources.  

APP v.1 APP v.2 APP v.1 APP v.2

To scale a monolithic application, the entire app must be replicated. To scale a microservices-based application,
only the specific microservice is replicated.
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1.2.  DevOps, a driving force behind digital     
   transformation

DevOps is a methodology enabled by cloud native technologies. It integrates 

development, IT operations, quality assurance (QA), and IT security. Well 

implemented, it translates into better code and reduced cost. DevOps provides 

teams with more autonomy and is proven to lead to more motivated teams. 

Teams in DevOps-driven organizations are responsible for smaller application 

components from start to finish – from development through operations, hence 

DevOps. Traditionally, teams either develop, test or deploy larger components, 

passing them to the next team once they are done with their ”job”. This detaches 

them from the entire process and only incentivizes them to get the app or update 

to the next stage; not to be successfully deployed and used by customers. Such 

an approach has led to larger, less frequent and more error prone deployments. 

A DevOps approach, however, calls for frequent deployments, ideally daily 

(though a lower rate is more probable for traditional enterprises). 

DevOps calls for smaller and more frequent deployments, which is enabled by 

containers and Kubernetes. Realizing a DevOps approach also requires a huge 

cultural shift within the organization. In fact, experience has shown that it’s easier 

to adopt the new stack (and that’s quite challenging already) than changing the 

corporate culture to embrace this radically different way of doing things.

Digital transformation is the broader term that characterizes this entire trend. 

It refers to the process of moving an organization to an agile software-first 

approach to cope with the rapidly changing technology developments — 

imperative to staying competitive today. Digital transformation is enabled and 

made more efficient and agile by the new stack and a DevOps approach.

Digital 
transformation 

(Trend)

Cloud Native Tech
(Technology)

DevOps 
(Methodology)

Dev Ops

Cloud native technologies enable a DevOps approach which in 
turn is part of the overall digital transformation trend. 
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A Paradigm Shift and the Rise 
of Cloud Native Technology2
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If you’re wondering whom to thank for the current IT revolution, here’s a 

short list: Google, Netflix, Airbnb, Uber, just to name a few. These cloud-born 

innovators have brought consumers a level of convenience never seen before. 

Their ability to continuously deliver new, exciting product features wouldn’t have 

been possible (at least not as quickly) without cloud native technology.  

Cloud-born innovators specialize in pushing features out quickly and improving 

through feedback loops until their users love it. To enable that, they developed 

software internally which they often later open sourced. This gave birth to 

today’s dynamic open source community. Open source is more popular 

than ever, and even traditional enterprises are contributing to projects while 

integrating open source into their services.

Well implemented, the new stack and a DevOps approach clearly provide 

organizations with a competitive edge. They allow them to push out features or 

updates faster, and course correct quickly if needed, significantly increasing the 

speed of innovation. Cloud native literally is revolutionizing how IT is done today 

and there is no way back.  

Unfortunately, there are many barriers to implementation that have held 

organizations back. For example, migrating to the new stack isn’t cheap and 

bears some risks. However, as adoption increases, those who can’t keep pace 

risk becoming obsolete. 

In this section, we’ll consider some of the paradigm shifts that cloud native is 

driving and how traditional application development approaches must adapt. 

Cloud native literally is 
revolutionizing how IT is done today 

and there is no way back.
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2.1.  Innovation led by the community vs. traditional    
   tech vendors

Without a doubt, open source and cloud native technology has resulted in a 

huge paradigm shift. Organizations are no longer looking solely to traditional 

tech vendors like Microsoft, IBM, or Pivotal for innovation. Although these 

tech giants are active contributors, a more dynamic developer community 

exists, who, for the greater good, ensures these tools are open, modular, and 

compatible.

Indeed, the new stack doesn’t translate one-to-one to what traditional tech 

vendors offer. Let’s consider Kubernetes specifically (although many of the 

points we’ll discuss also apply to other cloud native technologies). 

As an open source community project, Kubernetes is unsupported. If your 

Kubernetes cluster isn’t scaling as it should, it’s up to your team to figure out 

what’s wrong. While that is acceptable in development, it’s far from satisfactory 

in production or on an enterprise level. 

Next, consider that the cloud native stack is composed of several different 

modular technologies that are woven together to solve a business challenge. 

Generally, your business won’t use a single technology by itself. Kubernetes, 

for instance, is a container orchestration framework. To orchestrate containers, 

however, you’ll also need a container runtime, container OS, storage (for stateful 

apps), networking, load balancing, logging, monitoring, and more. 

INFRASTRUCTURE

Container Runtime Kubernetes

Networking Container
Registry

CI / CD App MngmtStorageIngress

OPERATIONS SECURITY AND 
GOVERNANCE

Automation

Logging

Observability

API

Custom
Clusters

Usage
Reporting

Monitoring

Infrastructure

RBAC

Air Gap

Certificate
Rotation

TLS

Audit

IAM

Containers and Kubernetes are only one piece of the puzzle. For a production-grade deployment 
you’ll need numerous additional components, from log collection to RBAC integration to alerting. 
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2.1.2.  Understanding Kubernetes implementations - the Lego analogy

The Lego analogy has often been used to explain open source concepts. It’s also 

helpful in explaining the challenge that many organizations experience with 

Kubernetes implementations.

Imagine you have many different Lego bricks. To build a spaceship you must 

know exactly how to connect them. While your spaceship may have different 

modules, varying in form and shapes, only when properly connected will these 

form a spaceship. The same applies to the cloud native stack. There are multiple 

combinations for numerous needs (see all modules in the CNCF’s cloud native 

landscape overview below. The sheer amount of options can be overwhelming).

Configuring and fine-tuning them in a way that is reliable and secure, is not easy. 

In fact, it requires a lot of resources (money, time, and expertise).

The tech giants, on the other hand, offer a complete spaceship with support. 

While this sounds ideal, there is a drawback. These Lego blocks are glued 

together and can only be changed through expensive customization by the 

vendor. If you need to change the spaceship down the road, tough luck. 

Cloud native landscape by the Cloud Native Computing Foundation (CNFC).

https://landscape.cncf.io/zoom=80
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2.1.3. Kubernetes services and risk of vendor lock-in

The business model and value proposition of a cloud native approach and that 

of large enterprise software and infrastructure vendors are vastly different. In 

fact, there is an inherent tension between them. Whereas cloud native is built on 

the principles of openness, extensibility, and interoperability, tech giants have 

built their businesses around proprietary software that, well, there is no way 

to sugar coat it, lock you in. But let’s put this into perspective, there is nothing 

inherently evil or surprising about that. After all, these vendors invested millions 

in R&D to solve real business problems. The status quo has radically shifted, 

however, and we believe there is no need nor place for (total) lock-in today. 

Clearly, traditional tech vendors want to leverage the popularity of open source. 

In fact, many are active contributors paying their employees to build free 

software. There is nothing philanthropic about it, it’s a strategic business decision. 

They too want to be associated with Kubernetes and other projects to gain the 

authority that will ultimately help them sell their open source-based services.

How does that affect their Kubernetes offering? Convenient, easy to adopt, 

and in the case of cloud-hosted services more cost effective, it’s tempting to 

opt for these alternatives. However, because their business model has always 

been about locking customers in, there’s unlikely to be any difference with their 

new Kubernetes services. Infrastructure providers want to keep you on their 

infrastructure and software vendors want to tie you to their stack. It just doesn’t 

make business sense to keep the cloud native and open source promise. 

But aren’t these companies, which helped enterprises thrive for years, better 

positioned to provide enterprise-grade software? As a recent lawsuit against 
Pivotal showed, their Pivotal Application Service offering isn’t compatible with 

open source Kubernetes and PKS isn’t deemed appropriate for large enterprise 

needs – one of their key target markets. While the former isn’t surprising, the 

latter is. Obviously, the fact that Pivotal has developed great enterprise software, 

doesn’t translate into great open source-based solutions.

In short, before you choose a Kubernetes provider, research their approach and 

the implication it will have on your business. There is a real opportunity to slowly 

move your organization out of lock-in into a more open and flexible architecture. 

While that won’t happen overnight, it’s important to understand how technology 

decisions today will impact your flexibility tomorrow.   

2.1.4. The cloud native opportunity (cost)

While the modularity of open source may force you to make decisions early on, 

there is a huge opportunity in creating an open, modular architecture that will 

future-proof your investment. Well-implemented, you can build a plug-and-play 

system which can be updated with newer or better technology as needed. 

Clearly, total modularity with no lock-in is not always attainable. Sometimes the 

best available solution is tied to a specific toolkit. When selecting a technology 

that locks you in, it should be a conscious and strategic decision. While building 

an open architecture requires some discipline and planning beforehand, the 

effort will pay off for years to come.

So beware, environment or vendor-specific solutions may lure you into lock-in 

at a time when lock-in is no longer needed. Instead, we recommend seeking 

flexibility, even if it doesn’t seem critical today. In a fast-paced environment 

where the only constant is the change, flexibility and modularity are probably 

the most important features your Kubernetes solutions should have.

https://www.theregister.co.uk/2019/07/25/pivotal_ford_write_down/
https://www.theregister.co.uk/2019/07/25/pivotal_ford_write_down/
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Enterprise Implementation Challenges3
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Clearly for cloud born companies or small start-ups with no legacy systems 

or monolithic applications, adopting the new stack is a lot easier. Traditional 

enterprises, on the other hand, must re-architect their systems to be cloud 

native compatible and containerize their applications before being able to 

benefit from the new stack. 

Because doing so is such a big endeavor, tightly coupled with infrastructure 

providers (for example, Microsoft Azure or Amazon Web Services) or other large 

enterprise software vendors (such as IBM, Red Hat or Oracle), organizations 

may be tempted to adopt the new cloud native services offered by their existing 

providers. While it may seem the easy path to take, it could prove costly should 

your future requirements change. 

“Big box” vendors may be a useful option to get started (you’ll likely begin with 

simple use cases like stateless workload), once you branch out to more advanced 

use cases, the limitations and challenges of vendor lock-in become apparent: 

• Limited Kubernetes configurability: Because vendors will pre-configure 

your Kubernetes implementation, you are stuck with their selection. This 

is unproblematic if you work with simple applications, but as soon as you 

need specific cluster parameters you’ll hit a wall. 

• Application configuration and parameters: Many providers make 

assumptions about application setup. Not following these may lead to 

poor performance or total application failure.  

• Infrastructure dependency: Cloud providers have no interest in letting 

you migrate your apps to a different cloud. With the proliferation of multi-

cloud strategies, you’ll wind up bound to a particular environment. 

We also see numerous organizations that don’t fully understand their 

requirements when they start out -- not surprising considering how new DevOps 

and cloud native technologies are. In fact, many of our customers come to us 

after a failed Kubernetes project. Some key requirements crystallize during the 

adoption process. Others come after the realization that certain Kubernetes 

abilities aren’t full-fledged features and require significant configuration, fine 

tuning, and testing (Kubernetes RBAC is a good example). 

https://kubernetes.io/docs/reference/access-authn-authz/rbac/
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3.1.  Why architecture matters as you move to the new stack

As you transition to the new stack, architectural considerations are probably 

some of the most critical decisions you’ll make – they’ll determine your flexibility 

and future-readiness. 

The market is moving quickly and it can be tempting to seek out quick ways to 

adopt cloud native technologies. It is important to understand the architectural 

impact of your decisions. Is the solution tied to a certain technology stack? Is it 

portable? How customizable is it? While the new stack may be new, good-old 

architectural best practices still apply. 

Ideally, your architecture should have a well-defined layered approach that 

includes the following:

• An infrastructure layer (abstracted by Kubernetes)

• A middleware layer (with containers and services like storage, messaging, etc.)

• An application lifecycle management layer (including CI/CD tooling, Git or 

other VCS, registries, etc.). 

There is nothing new or revolutionary here, just software architecture 101. 

Numerous vendors tie the infrastructure layer to middleware and sometimes 

even app lifecycle management, leading to highly opinionated platforms that 

lock customers in. The more opinionated and locked-in, the less flexibility your 

organization will have to pivot when needed. 

While you may end up choosing an opinionated solution or one that locks you 

in (absolute openness is hardly feasible), ensure it’s a conscious and strategic 

decision. If you’re giving up flexibility, you should be gaining something valuable 

in return. If that’s not the case, think again.  

1)
2)
3)

Clear separation of layers as recommended by architecture best practicePaaS Kubernetes

15
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Kubernetes Platform Categories4
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While there seem to be endless Kubernetes platforms to choose from, there 

aren’t that many – at least not if you compare apple to apples. Kubernetes 

solutions can be broadly categorized into four groups:

Cloud-hosted Kubernetes: Since 2018, every major cloud provider now offers 

its own cloud-hosted Kubernetes. Free to use and very convenient, they are 

infrastructure-bound and not customizable. Many organizations start out with cloud 

services due to its ease of use. If you’re sure you’ll run all workloads in that cloud 

and that further customization won’t be necessary, this may be a good option.

Managed Kubernetes: These vendors launched their services before cloud-

hosted Kubernetes hit the market. We see some of them branching out into 

different areas such as serverless. The only difference between cloud-hosted (e.g. 

AKS, EKS) and managed Kubernetes is that the latter works across different clouds.

Kubernetes PaaS: Some big names went this route and have secured large 

market share. We are, however, seeing a desire to move away from it as it’s too 

opinionated and doesn’t provide the development team with the flexibility to 

use those tools that best suit their projects. 

Native Kubernetes platforms: The newest category of the Kubernetes platform 

breed, native Kubernetes platforms are probably the closest thing to open source 

Kubernetes. Extending upstream Kubernetes with preconfigured components 

needed by development and/or operations, they ease adoption without tying you 

to an infrastructure or technology stack. Focus may differ, however. While some 

focus on easing the developer experience, others focus on operational components.

As you research your options, we recommend selecting the category first and 

then evaluate options within your category. As you’ll see, this will significantly 

reduce options to evaluate. 
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5. Conclusion
DevOps is clearly at the core of any digital transformation journey, increasing service delivery and providing the needed 

agility to pivot with market demands. While there is an urge to quickly jump on the bandwagon, it’s important not to rush 

the process. Moving to the new stack means re-architecting your entire system architecture. Even if you’re starting out with 

one project, you’ll likely roll it out further. With Kubernetes’s ability to abstract at an infrastructure level, at some point, your 

entire IT system will likely run on Kubernetes. So, keep the big picture in mind to avoid re-architecting everything yet again a 

few years from now. 

Cloud native open source technologies offer a huge opportunity to build a truly open and flexible system. However, if there 

is an opportunity, there is also an opportunity cost. Not doing it right in a world in which your competitors do, can be costly. 

A shift in thinking is needed as the cloud native stack is not compatible with the traditional vendor business model. While 

more challenging, it also offers a lot more opportunities.

In part two of this eBook series, we’ll focus on IT leaders. While they probably understand the cloud native benefits well, 

their challenge lies more in identifying enterprise requirements (which differ vastly from a more traditional approach) and 

laying out an appropriate blueprint with all needed considerations. If your IT team could benefit from such a guideline, 

please share part two of this eBook with them. 

https://hubs.ly/H0pHlTR0
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